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ABSTRACT

We introduce a physics-informed local interpolation framework for reconstructing velocity, velocity gradients, velocity

Hessians, and pressure gradients on structured grids from particle-based measurements, including particle positions,

velocities, and material accelerations. The method embeds the incompressible Navier–Stokes momentum equation

as linear constraints within a weighted least-squares formulation, ensuring physically consistent estimates from ir-

regularly distributed PTV data. Validation using direct numerical simulation (DNS) data from the JHU turbulence

database demonstrates accurate reconstruction of velocity fields, vorticity, and pressure gradients, including coherent

structures and near-wall features. Experimental results from time-resolved PTV of a turbulent water jet further high-

light the method’s robustness, enabling high-fidelity 3D flow-field reconstruction and subsequent modal analysis via

POD. The approach provides a unified and robust tool for mapping Lagrangian particle measurements to Eulerian

representations suitable for gradient-based diagnostics and pressure reconstruction.

1. Introduction

Particle Image Velocimetry (PIV) produces structured, grid-based velocity fields, enabling direct
computation of flow statistics and differential quantities. In contrast, Particle Tracking Velocimetry
(PTV) data consist of scattered spatial samples, which complicates conventional numerical opera-
tions, especially spatial differentiation. This limitation has led to extensive development of map-
ping strategies, including data-assimilation approaches such as VIC+ (Gesemann et al., 2016) and
VIC# (Jeon et al., 2022), which reconstruct dense velocity fields from sparse particle trajectories.
Other efforts employ mesh-free interpolation techniques such as radial basis functions (Fornberg
& Flyer, 2015) and affine gradient fitting (Fenelon et al., 2025). While the globally coupled methods
offer physically regularized reconstructions, they rely on repeated elliptic solves or nonlinear opti-
mization over the full domain, which can become computationally expensive as spatial resolution
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increases. In parallel, physics-informed neural networks (PINNs) (Raissi et al., 2019) have also em-
bedded the Navier-Stokes equation into the neural network training for flow reconstruction. While
flexible and capable of incorporating sparse data, PINN-based approaches require nonlinear opti-
mization over high-dimensional parameter spaces and typically involve substantial training time,
especially for three-dimensional time-resolved datasets.

Building on our earlier Taylor-series-based (TS) work for computing velocity gradients and Hes-
sians directly at particle locations (Fenelon et al., 2025; Zhang et al., 2025), we extend this TS formu-
lation to perform physics-informed interpolation onto arbitrary target locations, such as structured
Eulerian grids. The TS representation provides a robust alternative to element-based affine fitting
methods, which can suffer from sensitivity to particle-group geometry (Fenelon et al., 2025). By
embedding the local form of the momentum equation as linear constraints, the method simultane-
ously reconstructs velocity derivatives and pressure gradients using only PTV-measured positions,
velocities, and material accelerations. Key enhancements over the preliminary conference version
(Zhang et al., 2025) include an exact divergence-free constraint via KKT multipliers, Huber-loss
robust estimation with IRLS, and systematic noise sensitivity analysis. The method scales linearly
with the number of evaluation points and requires no global Poisson solves, neural-network train-
ing, or iterative domain-wide optimization.

The remainder of the paper is organized as follows. Section 2 presents the interpolation method-
ology and its formulation. Section 3 validates the method using DNS channel-flow from the Johns
Hopkins University turbulence database (Graham et al., 2014) and demonstrates applications to
experimental time-resolved PTV measurements from LaVision (LaVision GmbH, 2026). The con-
clusions are given in the end.

2. Methodology

2.1. Taylor-Series Formulation and Momentum Constraints

Given a set of Lagrangian particle measurements {(xk, uk, ak)}
Np

k=1, the objective is to compute the
velocity field, velocity gradients (& Hessians), and pressure gradients at a set of target (structured
grid) points {x⋆

i }Ns
i=1. At each target x⋆, the velocity and pressure are modeled using local second-

order Taylor series expansions. For each target and particle pair, we define offsets ∆xk = xk − x⋆.

For each velocity component uc (c = 1, 2, 3) define

uc(x⋆ + ∆x) ≈ uc(x⋆) + b⊤
c ∆x + 1

2 ∆x⊤H(uc)∆x, (1)

where bc ∈ R3 are spatial derivatives (row c of ∇u), and symmetric H(uc) has 6 independent
second-order coefficients. Each velocity component carries 10 unknowns (one velocity value, three
first-order derivatives, and six second-order derivatives), giving nvel = 30 for all three compo-
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nents. The pressure gradient contributes 3 additional unknowns ∇p(x) ≈ gp, for a total of n = 33
unknowns.

The incompressible Navier–Stokes momentum equation provides the link between measured ma-
terial accelerations and pressure:

ρ
Du
Dt

(x) = −∇p(x) + µ∇2u(x). (2)

For a neighbor particle at xk = x⋆ + ∆xk with measured acceleration ak ≡ Du/Dt|k, the Laplacian
simplifies to ∇2uc(xk) ≈ tr

(
H(uc)

)
under the second-order truncation. The momentum constraint

for neighbor k becomes three scalar equations:

ρ ak = −gp + µ


tr(H(u1))

tr(H(u2))

tr(H(u3))

 . (3)

2.2. Weighted Least-Square System

Collect neighbor equations for a target x⋆ using m nearest neighbors. Each neighbor contributes:

• Velocity reproduction equations: 3 scalar equations (Eq. (1)),

• Momentum equations: 3 scalar equations (Eq. (3)).

Therefore, the total number of equations is 6m.

Form the weighted linear system

A︸︷︷︸
(6m)×n

θ = b︸︷︷︸
(6m)×1

,

where θ is the stacked vector of all unknown coefficients (velocity derivatives/Hessians, pressure
gradients), and n is the number of unknowns.

Below we give an explicit block construction for the common case: velocity derivatives (27 un-
knowns) and pressure gradients (3 unknowns), so n = 30.
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For each neighbor k define the 10-term velocity derivative basis:

Φ(10)(∆xk) =



1
∆xk

∆yk

∆zk
1
2∆x2

k

∆xk∆yk

∆xk∆zk
1
2∆y2

k

∆yk∆zk
1
2∆z2

k



∈ R10.

For neighbor k, component 1 (x-velocity) produces equation:

Φ(10)(∆xk)
⊤θu1 = uk,1.

Similarly for components 2 and 3. Collecting all m neighbors yields the 3m rows:

Avel =



Φ(10)(∆x1)⊤ 0 0
0 Φ(10)(∆x1)⊤ 0
0 0 Φ(10)(∆x1)⊤

...
...

...
Φ(10)(∆xm)⊤ 0 0

0 Φ(10)(∆xm)⊤ 0
0 0 Φ(10)(∆xm)⊤


3m×nvel

, bvel =



u1,1
u1,2
u1,3

...
um,1
um,2
um,3


3m×1

, (4)

Stacked per component the velocity model provides 3 blocks of 10 unknowns: θu1, θu2, θu3 (each
10×1). Pressure gradient unknowns θp = [gx, gy, gz]

⊤ occupy 3 columns after the velocity block.
The full unknowns vector becomes

θ =
[
θ⊤

u1 , θ⊤
u2 , θ⊤

u3 , θ⊤
p

]⊤
∈ R33.

The Laplacian terms can be extracted from the velocity Hessian coefficients as tr(H(uc)) = θuc,5 +

θuc,8 + θuc,10.

Thus, the row for x-momentum (neighbor k) is:

−µ · [ 0 0 0 0 1 0 0 1 0 1 ] · θu1 + [ 1 0 0 ] · gp = −ρak,1. (5)

Analogous patterns hold for y and z momentum rows. Stack all momentum rows to form Amom

and bmom.
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Because the distribution of neighbor particles is random, the contribution of information from each
particle should be weighted based on the distance to the target location (e.g., inverse-distance-
squared (ID2)). Therefore, a diagonal weight matrix W is applied to emphasize nearby neighbors:

W = blkdiag(
√

w1I3, . . . ,
√

wmI3),

where I3 is the 3× 3 identity matrix. These weights are applied to both velocity and momentum
blocks as

A =

 W3Avel

W3Amom


6m×n

, b =

 W3bvel

W3bmom


6m×1

. (6)

Then solve the regularized least-squares

θ̂ = arg min
θ
∥Aθ− b∥22 + λ∥Iθ∥22,

where I is the identity matrix. Practically we append Tikhonov regularization rows:

A←


A√

λvel Ivel√
λp Ip

 , b←


b

0
0

 ,

with λvel and λp being regularization coefficients. This regularizes subblocks independently.

2.3. Divergence-Free Constraint

For incompressible flows, the velocity field satisfies the continuity equation ∇ · u = 0. This con-
straint is enforced exactly using a Lagrange multiplier within a Karush–Kuhn–Tucker (KKT) sys-
tem. From the Taylor expansion (1), the divergence at the target x⋆ is determined by the diagonal
elements of the velocity gradient tensor:

b1,1 + b2,2 + b3,3 = 0,

where bc,j denotes ∂uc/∂xj . Defining the constraint row C ∈ R1×n that selects these entries:

C = [0, 1, 0, . . . , 0︸ ︷︷ ︸
10

, 0, 0, 1, 0, . . . , 0︸ ︷︷ ︸
10

, 0, 0, 0, 1, 0, . . . , 0︸ ︷︷ ︸
10

, 0, . . . , 0︸ ︷︷ ︸
np

],

where np = 3 is the number of pressure-gradient unknowns. By imposing Cθ = 0, the continuity
constraint is enforced exactly at the target point.
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2.4. Regularization

Block-diagonal Tikhonov regularization is applied independently to the velocity-derivative and
pressure-gradient unknowns, with the velocity values uc(x⋆) left unregularized:

Λ = diag
(
0, λvel, . . . , λvel︸ ︷︷ ︸

9

, 0, λvel, . . . , λvel︸ ︷︷ ︸
9

, 0, λvel, . . . , λvel︸ ︷︷ ︸
9

, λp, λp, λp

)
∈ Rn×n, (7)

with λvel = λp = 10−10 throughout. This provides weak numerical stabilization without materially
affecting the data-fitting or momentum-constraint terms. The full constrained problem,

min
θ
∥Aθ− b∥2 + θ⊤Λθ subject to Cθ = 0, (8)

is solved via the KKT systemA⊤A + Λ C⊤

C 0

 θ

µ

 =

A⊤b

0

 , (9)

where µ ∈ R is the Lagrange multiplier. The solution satisfies Cθ = 0 to machine precision
(|∇ · u| < 10−12). When the divergence-free constraint is not required, the problem reduces to the
standard form θ = (A⊤A + Λ)−1A⊤b.

2.5. Robust Estimation with Huber Loss

Experimental PTV data can contain spurious particle tracks due to measurement noise, occlusion,
or tracking errors. To achieve robustness to outliers, the Huber loss function is employed (Ghosh
et al., 2024) via Iteratively Reweighted Least Squares (IRLS). At iteration j, the following weighted
problem is solved:

θ(j+1) = arg min
θ

6m∑
i=1

w
(j)
i r2

i (θ) + θ⊤Λθ subject to Cθ = 0 (10)

where the weights are updated based on the residuals from the previous iteration:

w
(j+1)
i =

1 if |r(j)i | ≤ δ,
δ / |r(j)i | if |r(j)i | > δ.

(11)

where r
(j)
i are the residuals from the previous iteration and the threshold δ is set automatically at

each target point using the Median Absolute Deviation of the initial L2 residuals: δ = 1.5×1.4826×
MAD(r(0)). When no outliers are present, the Huber solution converges to the L2-solution within
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numerical tolerance. When the divergence-free constraint is active, the KKT system is solved at
each IRLS iteration with the updated weight matrix asA⊤W (j)A + Λ C⊤

C 0

 θ(j+1)

µ(j+1)

 =

A⊤W (j)b

0

 . (12)

where W (j) = diag(w(j)
1 , . . . , w

(j)
6m) ∈ R6m×6m. This ensures the continuity constraint is enforced

exactly throughout.
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2.6. Algorithm Summary

Algorithm 1 Physics-informed local interpolation at a target x⋆

Require: neighbor indices N , particle data {xk, uk, ak}, weights choice, parameters ρ, µ, λvel, λp

Ensure: u(x⋆), ∇u, H(uc), and ∇p

1: Identify m nearest neighbors using spatial search (e.g., k-d tree)
2: Compute offsets ∆xk and distances rk

3: Build weighting vector wk (normalize)
4: Construct vector basis Φ and assemble Avel, bvel
5: Construct momentum block Amom, bmom using Eq. (3)

6: Form weighted system A =

 W3Avel
W3Amom

, b =

 W3bvel
W3bmom


7: Append regularization rows for velocity and pressure subblocks
8: Append divergence-free constraint for incompressible flows
9: if using Huber loss then

10: Solve the initial L2 problem using Eq. (9) if divergence-free or the corresponding regularized
least-squares system otherwise

11: Compute MAD from residuals r(0) = Aθ(0) − b and set δ

12: for j = 1 to jmax do
13: Update Huber weights w

(j)
i using Eq. (11)

14: Solve the weighted constrained problem using Eq. (12) if divergence-free, or the correspond-
ing weighted least-squares problem otherwise

15: if ∥θ(j+1) − θ(j)∥ < tol then
16: break ▷ Converged
17: end if
18: end for
19: θ ← θ(j+1)

20: else
21: Solve L2 problem via KKT system (9) or standard least-squares
22: end if
23: Unpack coefficients to produce ∇u, H(uc), and ∇p
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3. Results and Discussions

3.1. DNS channel flow

DNS channel data from JHU turbulence database (Graham et al., 2014) are used in this case. More
details can be found in our previous studies (Fenelon et al., 2025). To compare with the ground
truth, the data are processed at the same structured grids as the DNS data. A filtering of interpo-
lation locations is performed to ensure that the interpolation is performed within the PTV domain
(not on the edges or outside). Locations outside the domain are marked as ‘NaN’ and are skipped
in the processing.

To assess noise sensitivity, artificial positional perturbations are added to all particle locations at
four time instances. Assuming 80% of a 2560-pixel camera sensor captures the unit-length flow
domain in the streamwise direction, a 0.1-pixel perturbation corresponds to amplitude 4.5× 10−5.
RBF-QR (Fenelon et al., 2025) is applied to reconstruct particle tracks, from which positions, ve-
locities, and accelerations at the snapshot instants are extracted. Three cases are compared: (1)
noise-free; (2) noise added, no acceleration filtering; and (3) noise added, with spatial band-pass
acceleration filtering (ACC filtering). All reconstructions use eleven nearest neighbors with both
the Huber norm and the divergence-free constraint enabled.

Figure 1 shows the comparisons of interpolated streamwise velocity. The seeding density is 0.0375
ppp, corresponding to 104634 particles. The DNS data has a resolution of 100× 100× 100. Both
noise-free and noise-added reconstructions agree well with the DNS in flow patterns and am-
plitudes. Fine-scale details near the bottom wall are slightly under-resolved due to lower local
seeding density.
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Figure 1. Contour of u-component from a slice cut at z = 4.6.

After obtaining the velocity gradients, other flow properties can be derived, such as vorticity and
Q-criterion (Q). The spanwise vorticity ωz interpolated is compared with DNS in Figure 2. The
result generally agrees with the ground truth. Some small structures are not well resolved, espe-
cially in the region near the wall at y = −1. The isosurfaces of Q = 15 with surface colored by
u are compared in Figure 3. Large-scale coherent structures (hairpin vortices and vortex tubes)
are well recovered in the Q isosurfaces. Across all cases, ACC filtering has a negligible effect on
velocity reconstructions, confirming the robustness of the kinematic quantities to the noise level
considered.
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Figure 2. Contour of nondimensional ωz from a slice cut at z = 4.6.

1
-1

y
/h

-0.9

x/h

0.54.8

z/h

4.6
0

0

0.2

0.4

0.6

0.8

1

u

(a) DNS

1-1
-0.9

y
/h

x/h

0.54.8

z/h
4.6

0 0

0.5

1

u

(b) Noise free

1-1
-0.9

y
/h

x/h

0.54.8

z/h
4.6

0 0

0.5

1

u

(c) Noise added, no ACC filtering

1-1

y
/h

-0.9

x/h

0.54.8

z/h
4.6

0
0

0.5

1

u

(d) Noise added, ACC filtering

Figure 3. Isosurface of Q = 15 (nondimensional) colored by u.
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The reconstruction quality is assessed by calculating the root-mean-square (RMS) error of Q, with
tuning of the processing parameter over a broad parameter sweep. Figure 4 compares the effects
of neighbor count, the divergence-free constraint, spatial weighting kernel, and loss norm. In
all configurations, the error is highest at the minimum required neighbor count and decays to a
plateau between ten and twelve neighbors. The optimal number of neighbors is expected to vary
with seeding density. Figure 4a shows that enabling the divergence-free constraint helps lower
the RMS error of Q for neighbor counts greater than seven, while the choice between Huber and
L2 norms has a comparatively minor effect at this noise level. Figure 4b shows that the ID2 and
Gaussian weighting kernels yield nearly identical error curves, indicating that the reconstruction
is not strongly sensitive to the specific weighting form once the neighbor count is sufficient.
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(a) ID2 spatial weighting
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(b) Divergence-free

Figure 4. Error metrics for different processing settings. All cases have ACC filtering.

One additional feature of the physics-informed method is the direct calculation of pressure gra-
dients. The figure below compares the results of ∂p/∂x. In the noise-free case, the dominant
pressure-gradient structures are well recovered, albeit with slightly underestimated amplitudes.
In the case without acceleration filtering, the pressure gradient field is significantly contaminated
by noise (Figure 5c). The ACC filtering successfully suppresses the noise. However, it also attenu-
ates the pressure gradient amplitude (Figure 5d).
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Figure 5. Contour and error map of nondimensional ∂p/∂x from a slice cut at z = 4.6.

In our previous study (Zhang et al., 2025), a pressure solver for MP-PTV was provided. The pres-
sure gradients are calculated at the PTV particle locations, and radial basis function-finite differ-
ence (RBF-FD) is used to approximate the gradient operator. The pressure field is solved from an
overdetermined linear system and then interpolated using RBF at the structured grids. In the cur-
rent approach, the pressure gradients are already obtained at structured grids, which allows us to
apply existing PIV-pressure solvers directly. One-Shot Matrix-based Omnidirectional Integration
Solver (OS-MODI) (Zigunov & Charonko, 2024) is applied to the pressure gradients calculated.
This method subtracts the mean value from the domain, giving a differential pressure field. A
Dirichlet boundary condition, a reference pressure node, can be used to correct the pressure value.
The pressure field is calculated and compared with the DNS result in Figure 6. The noise-free case
closely reproduces the DNS pressure field. Although the case with no ACC filtering shows some
scattered noise, the major flow pattern is well reconstructed. With ACC filtering, the reconstructed
pressure field shows good quantitative agreement with the ground truth.
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Figure 6. Slice of nondimensional pressure field at z = 4.6 with global mean subtracted.

3.2. Experimental results

The experimental dataset is a time-resolved (1300 Hz) PTV measurement of a turbulent water jet,
available as a LaVision DaVis example project (LaVision GmbH, 2026). Particle tracks are pro-
cessed using the Shake-The-Box algorithm in DaVis 10.2, and only the particle locations of each
track are used herein. First, the pathlines are approximated using RBF-QR (Fenelon et al., 2025) at
four successive time instants, which also provides velocities and accelerations at the snapshot time
instants. Results of 200 PTV snapshots are mapped to structured grids using the current algorithm
(11 neighbors, ID2 weighting, Huber norm, divergence-free constraint). For comparison, VIC#
(Jeon et al., 2022) reconstructions at coincident grid points are used as reference.

Instantaneous flow fields visualized via streamwise velocity, spanwise vorticity, and swirling-
strength isosurfaces (Figure 7) show a high level of agreement between the current method and
VIC# in position, magnitude, and coherent structures. Vortex rings concentrated along the jet
shear layers are identified by both methods with closely matched magnitudes. Although the gra-
dient calculation methods are different, vorticity fields are broadly consistent.
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Figure 7. Comparison of instantaneous flow field. Isosurface value of swirling strength is 2500. Left column: VIC#
results; right column: current method results.
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Then Proper Orthogonal Decomposition (POD) (Lumley, 1967) is applied to the 200 3D velocity
fields using the method of snapshots (Sirovich, 1987). The modal energy distributions are similar
between the two methods, though VIC# concentrates slightly higher energy in the leading modes
due to its global smoothing. The leading POD mode shapes (Figure 9 and Figure 10) from both
methods identify the same dominant coherent structures near the jet exit—organized rings or heli-
cal structures breaking into smaller scales downstream—with axial symmetry in the u component
and planar symmetry in v and w. These are consistent with the structure of axisymmetric jet in-
stabilities. Mode 3 captures flow structures at smaller spatial scales. VIC# results are noticeably
smoother, and the present method retains more fine-scale variability, which is consistent with its
higher sensitivity to local particle distribution rather than a global regularization. Spatial correla-
tion coefficients between corresponding POD modes from the two methods range from 0.92–0.97
for modes 1–5, confirming strong agreement in dominant modal content. Per-snapshot computa-
tional cost of the current method is substantially lower than VIC# for the cases examined.
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Figure 8. Energy distribution of POD modes.
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(a) u-component, mode 1 (b) u-component, mode 1

(c) v-component, mode 1 (d) v-component, mode 1

(e) w-component, mode 1 (f) w-component, mode 1

Figure 9. Comparison of the most dominant POD modal shapes. Isosurface value of ±0.1. Left column: VIC#
results; right column: current method results.
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(a) u-component, mode 3 (b) u-component, mode 3

(c) v-component, mode 3 (d) v-component, mode 3

(e) w-component, mode 3 (f) w-component, mode 3

Figure 10. Comparison of the third dominant POD modal shapes. Isosurface value of ±0.1. Left column: VIC#
results; right column: current method results.
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(a) u-component (b) v-component (c) w-component

Figure 11. Spatial correlation coefficient of POD modes from two methods.

4. Conclusions

We developed a physics-informed local interpolation framework that reconstructs velocity, gra-
dients, Hessians, and pressure gradients from scattered PTV measurements. By embedding the
Navier–Stokes momentum equation within a weighted least-squares system, the method ensures
that interpolated fields remain dynamically consistent with measured material accelerations. Vali-
dation using DNS channel-flow data confirms accurate recovery of velocity and vorticity fields as
well as pressure gradient distributions, including large-scale coherent structures and near-wall
features, under both noise-free and noise-corrupted conditions. Acceleration filtering reduces
pressure-gradient RMS error and integrated pressure fields obtained via OS-MODI show good
quantitative agreement with DNS. Application to experimental PTV measurements of a turbulent
water jet demonstrates robustness to real data, enabling 3D field reconstruction and subsequent
modal analysis. Agreement with VIC# in dominant structures, modal energy content, and leading
POD modes—at substantially lower per-snapshot computational cost—indicates that the current
method provides a practically competitive alternative for routine post-processing of large-scale 3D
PTV datasets.

The proposed framework provides a unified bridge between Lagrangian particle-tracking mea-
surements and Eulerian grid-based flow diagnostics. Its ability to directly compute pressure gra-
dients on structured grids allows seamless integration with existing PIV-based pressure solvers,
reducing reliance on intermediate interpolation stages. Future work will address more systematic
uncertainty quantification, adaptive neighbor selection, and near-wall treatment.
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